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Phenomenal Concepts and the Private Language Argument

David Papineau

In this paper I want to consider whether the 'phenomenal concepts' posited by many recent philosophers of mind are consistent with Wittgenstein’s private language argument.  The paper will have three sections.  In the first I shall explain the rationale for positing phenomenal concepts.  In the second I shall argue that phenomenal concepts are indeed inconsistent with the private language argument.  In the last I shall ask whether this is bad for phenomenal concepts or bad for Wittgenstein.

1 Phenomenal Concepts

Scientific developments during the twentieth century have mounted a strong prima facie case for materialism about the mind
.  But at the same time there is a range of recent philosophical arguments designed to show that conscious mental properties cannot possibly be identical to (or even metaphysically determined by) material properties.  It is these arguments that have led to the postulation of ‘phenomenal concepts’.

Consider first Frank Jackson’s ‘knowledge argument’ (Jackson 1986).  I assume the story is familiar.  Mary is an omniscient colour scientist who knows everything there is to know about colour experiences from a third-personal scientific point of view.  But she has never had any colour experiences herself.  The one day she is shown a red rose, and learns something she didn’t know before—namely, what it is like to see something red
.
This suggests the following anti-materialist argument:

(i) Before she is shown the rose, Mary knows about all the material properties associated with the experience of seeing something red.
(ii) Then she learns that this experience involves another property—a phenomenal aspect, what it is like to see something red. 

Therefore

(iii) The experience of seeing something red involves at least one non-material property.

Now, some materialists have sought to block this argument by denying that Mary would gain any new knowledge when she is shown the rose.  At most she gains some new ‘know-how’, in the form of certain abilities she didn’t have before, not any new ‘knowledge that’.  For example, perhaps she is now newly able to recreate the experience of red in imagination, and newly able to classify experiences introspectively as experiences of red.  But none of this new know-how amounts to any new knowledge that the experience of red has some extra property.  (Lewis 1988. Nemirow 1990.)
However, this kind of response does not fully answer Jackson’s challenge.  To see why, consider this variant on Jackson’s story, featuring Marianna in place of Mary.  The only difference is that Marianna is shown, not a red rose, but a coloured piece of paper—and she isn’t told what colour it is.  In Marianna’s case there seems little doubt that the exposure leads to new ‘knowledge that’ as well as new know-how.

To show this, let me proceed slowly.  To start with, it certainly looks as if Marianna can coin a new concept Ф, to refer to the kind of phenomenal property that has just been instantiated in her.  Thus she might think, after having the experience, I will have Ф again today, or Everybody else I know has had Ф before.  And these certainly look like thoughts in good standing, in that they will turn out to be true or false, even though Marianna may not yet know which.  So Ф in turn must itself be a concept in good standing, given that it can so be used to form truth-evaluable thoughts.

Now, it is clear that Ф must be different from any of the old third-personal concepts which Marianna possessed before she was shown the piece of paper.  For Marianna won’t know which of her old third-personal concepts to use in connection with her experience.  No doubt she had a range of old third-personal ways of thinking about what happens in normal observers who look at red things, and similarly for those who looks at green things, and so on.  But in the absence of further information she won’t be able to equate Ф with any of these old concepts, for she won’t know which kind of coloured thing Ф is occasioned by.

And now suppose that Marianna is told or somehow otherwise discovers that the piece of paper was indeed red, or that as a result she realizes that her experience Ф is caused by red things.  This certainly looks like a piece of new knowledge, some ‘knowledge that’ which she did not have before.  After all, how could she have previously known that Ф is caused by red things, given that she did not have the concept Ф until after she was shown the piece of paper?

Concepts like Ф are phenomenal concepts.  They are concepts that we can form as a result of having experiences of a certain type, and which refer to the phenomenal nature of those experiences.

It might seem as if there is nothing very special about concepts like Ф.  Can't we account for Marianna's new thoughts simply by reading Ф indexically, as equivalent to some such construction as the kind of experience I had this morning?  But this will not serve.  Imagine that Marianna forgets when she had the experience, along with any other information that would enable her to identify it indexically.  This won't necessarily stop her being able to think about that kind of experience.  After all, she may well still be able to recreate it in imagination, and if so this would surely suffice for her to be able to think about it, even if she can't identify when she previously had it.  (In saying this, I do not necessarily want to equate the possession of phenomenal concepts with the ability to recreate the relevant experience in imagination.  The precise nature of phenomenal concepts, and in particular their connnection with perceptual imagination, is a much-debated issue, which I do not need to resolve for the purposes of this paper.  For more on this see Papineau 2008.) 

Note that once we recognize phenomenal concepts, then a natural materalist answer to Jackson’s argument becomes available.  While Marianna gains some new 'knowledge that', it only such new knowledge at the level of concepts, not at the level of reference.  And this merely conceptual kind of new knowledge does not suffice for Jackson's conclusion.   

To see how this works, let us suppose that the materialist wants to identify Ф with some material property Ψ occasioned in normal observers looking at red things.  That is, the materialist will hold that the phenomenal property Ф, the property that is instantiated when a subject has the 'what it's likeness' of an experience of red, is one and the same as this material property.

If this is right, then when Marianna learns that Ф is caused by red things—she learns ‘what it is like’ to look at red things—this is only new knowledge at the level of reference, not concepts.  She already knew that Ψ is caused by red objects.  So at the level of reference, at the level of those elements of the world she has knowledge about, Marianna doesn't learn anything she didn't know before, contrary to second premise of Jackson's argument.  The only sense in which she does learn something new is at the level of concepts.  She has acquired a new way of conceiving some of the old facts she always knew about.  And while this is a sense in which she acquires some new 'knowledge that', this sense is no good to Jackson's argument, precisely because it doesn't involve her thinking about any item in reality she couldn't already think about.  (A similar point applies if Marianna, as a good materialist, comes to accept that Ф = Ψ—as we might say, she comes to know ‘what it is like’ to be in the material state Ψ.  This too is only new knowledge at the level of concepts, not reference, given that she already knew that Ψ = Ψ.)
Here is an analogy that will make the point clear.  Suppose a researcher into educational history knows of all the 117 children in Bristol Primary School in 1910—including Archie Leach.  The she learns, on reading Movie Magazine, that Cary Grant was also at the school in 1910.  In a sense, she has learned something new.  But this doesn't mean that there was an extra child in the school, in addition to the 117 she already knew about.  In truth, Cary Grant is one and the same person as Archie Leach.  Her new knowledge is only new at the level of concepts.  At the level of reference there is nothing new.  The objective fact which validates her new knowledge that Cary Grant was at that school is no different from the objective fact that validated her old knowledge that Archie Leach was at the school.  (Moreover, if she comes to learn that Cary Grant = Archie Leach, the fact which makes this identity true is similarly none other than the fact she always knew, that Archie Leach = Archie Leach.)
So the postulation of phenomenal concepts allows materialists to block Jackson's argument.  Marianna acquires a new phenomenal concept Ф, just as the researcher acquires the new concept Cary Grant, but neither learns about any item in reality that they didn't already know about.

As it happens, it is not only materialists who take Jackson's argument to demonstrate the existence of phenomenal concepts.  Most contemporary dualists draw the same moral.  That is, they similarly hold that there are concepts that can only be possessed by subjects who have undergone given experiences, and which refer to the phenomenal nature of those experiences.  Where they differ from materialists is in denying that these phenomenal natures can be identified with any material properties.  From the dualist point of view, phenomenal concepts refer to sui generis non-material properties, distinct from any properties that can be accessed from a scientific perspective.  (Cf Chalmers 1996.)
Indeed, some contemporary dualists argue for their dualism on the specific basis that the distinctive nature of phenomenal concepts shows that they can't possibly refer to material properties.  It would take us too far afield to consider these arguments here.  Let me simply note that they need to appeal to highly controversial semantic premises.  (Cf Levine 2001, Papineau 2008.) 

Note now how the introduction of phenomenal concepts prompts a new kind of response to familiar conceivability challenges against materialism.

Consider this line of thought:

(i) It is conceivable that a being could share all your physical properties and yet not be conscious.

(ii) Therefore conscious properties are distinct from any physical properties.

Materialist philosophers of mind of course reject this argument.  However, in the last twenty years there has been a radical change in the way they respond to it.  

Before the 1980s the normal response was to reject premise (i).  Maybe the idea of a ‘zombie’ (a being with all your physical properties and yet no conscious ones) might seem initially cogent.  But—or so at least the old response went—further reflection will show that a being who shares all your physical properties must share your conscious properties too.  After all, it will behave just like you, talk just like you, and in general respond to the world in just the way you do.  Given this, what sense is there to the idea that it may lack your mental states?  If it writhes and screams when it is injured, then surely it is in pain.  
True, if we focus just on central brain states, such as C-fibre stimulation, say, then it will of course be conceivable that a being could share your brain states, and yet not share your conscious properties.  Still, according to the pre-1980s response, this is simply because it is conceivable that a being could share your central brain states and yet behave differently, for lack of the normal connections between brain and behaviour.  What isn’t conceivable, according to the old materialist response, is that a being could be physically normal in all respects, including behavioural ones, and yet lack conscious properties.  Our concepts of conscious properties tie them to behavioural criteria, even if they don’t tie them to brain states.  (Cf Boyd 1980.) 
Note how this response to the conceivability argument goes with the idea that Mary and Marianna won't in any sense acquire any new 'knowledge that'.  After all, if our concepts of conscious states are tied to behavioural criteria, they would already have been able to infer all truths, however framed, about conscious states, on the basis of their complete scientific knowledge of the way people are prone to behave.

Still, as we have seen, once we recognize the existence of phenomenal concepts, then it is hard to deny that Mary and Marianna do acquire some new items of 'knowledge that', at least items that are new at the level of concepts.  And by the same coin, the recognition of phenomenal concepts effectively discredits the old materialist response to the conceivability argument.  For there do not seem to be any a priori links between phenomenal concepts and behavioural criteria.  When you deploy a phenomenal concept, you think of the experience in terms of what it feels like, so to speak, and may have no knowledge of how experiences of that kind typically manifest themselves in behaviour.  And this means that ‘zombies’ are at least conceivable, whatever other considerations may count against them.  There is no conceptual contradiction in the idea of a being who is physically like you in all respects, including behavioural respects, but who lacks your phenomenal states.  If the satisfaction of phenomenal concepts carries no a priori implications about behavioural manifestations, then no specification of behavioural facts will conceptually imply that a being must satisfy such-and-such phenomenal concepts.      

Because of this, nearly all contemporary materialists now offer a different response to the conceivability argument.  They allow (i), but deny that (ii) follows.  It is conceivable that your physical properties could be duplicated without duplicating your conscious properties, but it doesn’t follow that the latter are ontologically distinct from the former.   The identity of conscious states with material states may not be an a priori matter—there may be no a priori contradiction in supposing two beings to be materially identical but consciously different--but such identities can still hold a posteriori.  From this point of view, it requires empirical investigation, not a priori reflection, to discover that pains, or colour experiences, are one and the same as such-and-such material states.  But these identities are no less true for that, in just the way that such scientific identities like water = H2O or heat = molecular motion are a posteriori truths.

Phenomenal Concepts and the Private Language Argument

The question I now wish to address is whether phenomenal concepts are inconsistent with Wittgenstein's private language argument.  Certainly there would seem to be a tension here.  After all, phenomenal concepts are posited specifically to accommodate distinctive ways of thinking about subjective states.  Moreover, these ways of thinking are only available to people who have had those experiences themselves.  This certainly looks like the kind of thing Wittgenstein was against.
Still, we should not be too quick.  Clearly Wittgenstein did not want to rule out all possible terminology for states which would normally be counted as ‘subjective’.  After all, words like 'pain' and 'seeing something red' are normal everyday terms.  Nor presumably would he have objected to the idea that, once you have had certain experiences, you are thereby able to imaginatively recreate them and introspectively reidentify them in ways that you couldn't before.

However, phenomenal concepts involve more than these relatively digestible aspects of discourse

about ‘subjective’ states.  As before, the case of Marianna focuses the issue.  Marianna isn’t just thinking about subjective states with the help of her imaginative and introspective powers.  She coined a special term Ф to refer to a type of experience.  And this term definitely seems to have two features that Wittgenstein took to discredit the idea of a ‘private’ language: first, Marianna is supposed to have breathed meaning into her term purely by focusing inwards and attaching it to her current experience; second, the term so formed will be one whose meaning will be incommunicable to anyone except Marianna herself.
Let us start with the second point.  We shall return to the other below.  It seems clear that Wittgenstein took it to be a condition on properly meaningful terms that their meaning be communicable.  A coinage whose content must remain private to the coiner of the term is no coinage at all.
Thus consider this passage:
Well, let's assume the child is a genius and himself invents a name for the sensation—But then, of course, he couldn't make himself understood when he used the word—So does he understand the name, without being able to make himself understood to anyone?—But what does it mean to say he has 'named his pain'? (Philosophical Investigations 257)

These worries seem to apply directly to Marianna.  Suppose she coins a term--'senso', say--to express her phenomenal concept Ф.  Then she will be able to utter such sentences as 'I had senso again this morning'.  But she will have no way of communicating to others what this means—at least while she remains ignorant about which colour causes Ф.  Nor will her audience have any way of figuring it out, if they don't know what causes Ф either.  Even if all parties understand that 'senso' is a word for a visual colour sensation, they needn't have any way of figuring out which colour is at issue.

Still, it might seem that this is a relatively superficial kind of incommunicability, and not the kind of thing that Wittgenstein took to be incompatible with meaningfulness.  That is, perhaps the incommunicability of Marianna's concept Ф is merely temporary and happenstantial, not an intrinsic deficit.  Compare her situation with that of a Robinson Crusoe who has invented a set of terms for the plants and animals on his island.  When he is first rescued he may well have no way of explaining to his rescuers what his terminology mean, if no exemplars of the relevant species are conveniently to hand.  But the private language argument is clearly not designed to demonstrate that Crusoe's language is not meaningful.  Crusoe's terminology is tied to publicly accessible referents, and so there is no principled barrier to his imparting to his interlocutors what his terms mean—all he needs is the time and opportunity to locate the relevant species.

So perhaps we can say the same about Marianna.  Maybe she is temporarily unable to explain to her audience what her term 'senso' means.  But this doesn't mean that her term is necessarily incommunicable.  Perhaps 'senso' has been assigned a perfectly good meaning that satisfies the appropriate requirements of public checkability, and all that is stopping Marianna's audience grasping this meaning is simply they haven't yet got into the kind of circumstances that will allow it to be explained it to them.

At this point we need to keep careful track of the dialectic.  As it happens, I myself do think that the meaning of Marianna's term 'senso' can in principle be grasped by others, for reasons I shall shortly explain, and that the only reason for its current incommunicability is that circumstances have so far not been propitious for explaining it.  But that is not the current issue.  Our currrent concern is whether phenomenal concepts are consistent with the private language argument.  So the question we need to ask is whether Wittgenstein would allow that Marianna's 'senso' has a meaning that can in principle be grasped by others, not what we ourselves may think of the matter.  And I think it is clear that he would not allow this.

To see this, consider how Marianna's audience might come to know what she means by 'senso'.  Perhaps they discover that the piece of paper she was originally shown was red.  Perhaps they note that Marianna's new experience is typically caused by red things.  Or perhaps they discover that Ф in Marianna is correlated with the same brain states that are correlated with the experience of seeing something red in other people.  From my perspective, any of these discoveries will show them that Marianna’s term 'senso' refers to the same experience as is normally picked out by the familiar public phrase 'seeing something red'.  (And of course Marianna can find this out too, by just the same kind of means.)

So I myself think that the incommunicability of ‘senso’ is superficial.  But, as I said, that is not the crucial point. The question is whether Wittgenstein would agree.  Now, there is a way of reading the private language argument that suggests that he would.  According to this reading, the main point of the private language argument is to make it clear that private terms like Ф and 'senso' must refer to something publicly accessible if they are to be genuinely meaningful.  So understood, the central aim of the argument is to discredit the idea that a meaningful term might refer to some object that is essentially private in the sense that it can in principle only be accessed by one subject.  This reading then suggests that Wittgenstein would have been prepared to recognize Marianna's term 'senso' as legitimate, given that there is a publicly identifiable state that it can be understood as referring to, namely the familiar experience of seeing something red.  (Cf Hopkins 1974.)
However, I doubt that this line of thought accommodates all aspects of the private language argument.  It is certainly true that one aim of the private language argument is to impose limitations on what kinds of objects can be referred to.  They can’t be essentially private.  And maybe there is a suitable candidate (seeing something red) to provide a publicly accessible referent for Marianna’s term ‘senso’.  But limitations on what kinds of things can be referred to is just one part of the private language argument.  It also places strong further requirements on the way such reference may be secured in the first place.  And it seems very doubtful that Marianna’s term measures up to these further Wittgensteinian requirements.

To see why, let us look a bit more closely at the way Marianna and her friends are supposed to figure out a communicable meaning for ‘senso’.  They start with the knowledge that there is a publicly identifiable kind of experience called 'seeing something red'—which is caused by red pieces of paper, and other red things, and is correlated with certain brains states, and so on. And they then discover that this is the same as the experience that Marianna has been calling ‘senso’.  In short, they discover that senso = seeing something red.

But the crucial point now is that this would be an a posteriori discovery for Marianna and her friends.  There is no way that Marianna, and even less her friends, would be able to figure out this identity just by reflecting on the contents they attach to ‘senso’ and ‘seeing something red’.  As was stressed in the first section, there are no a priori links between phenomenal concepts and any ways in which their referents may manifest themselves publicly.  When Marianna is first aware of what her experience Ф is like, she has no way of knowing what kind of coloured things cause it.  So, in order to figure out what public item ‘senso’ refers to, they will need such empirical information as that senso can be caused by red pieces of paper, or other red things, or that is correlated with certain brains states—and this will then enable them to see that it must be the same experience as seeing something red.
But all of this clearly requires that ‘senso’ already had a determinate meaning prior to the a posteriori discovery of which publicly identifiable sensation it refers to.  You can’t conduct an a posteriori investigation into the nature of some item unless you already refer to it.  And at this point Wittgenstein would surely object.  He would not allow that ‘senso’ already had a determinate meaning when Marianna first coined the term. 
Consider how Marianna was originally supposed to attach a content to her concept Ф and the word ‘senso’ she uses to express it.  Presumably she turned her mind inwards, so to speak, when she first had the relevant kind of experience, and gave it these names.  But this looks just like the kind of naming ceremony that Wittgenstein insists won’t work.  He would object that at the point where Marianna coins these terms, she sets up no possibility of any public checks on her future usage—there is nothing in what she has done that will afford anybody else a potential way of checking whether she is using these terms with the same meaning in the future. 

As before, we need to keep a tight grip on the dialectic here.  The issue is not whether Marianna’s original act really does succeed in attaching her terms to a referent that is in principle publicly accessible.  Once more, I myself think that it does, and that Marianna has therefore from the start created the possibility the possibility of public checks on her usage, via the possibility of further a posteriori information about what she is referring to, of the kind indicated above.  (I shall say a little bit more about this in the next section.)  However, the current question is whether Wittgenstein would allow that her original act attached a determinate meaning to her terms.  And it seems clear that he would not. 

In Philosophical Investigations 270-1 Wittgenstein explicitly considers the idea that some later a posteriori discovery might show that some putatively private term has a legitimate use.  He considers some would-be private linguist who gives the private name ‘S’ to a kind of sensation.  The linguist later notices that his private judgements that S correlate with his high blood pressure reading on a manometer.  Does this now legitimate the use of ‘S’, by giving us a public criterion to measure it against?  Wittgenstein is clear that, while this introduction of a public criterion might succeed in giving ‘S’ a meaning which relates it to blood pressure, the supposed earlier connection with a sensation is of no significance.  What has happened is that the term now has a public meaning, in virtue of the new criterion, not that it always referred to a sensation.  The supposed connection with a sensation is an idle part, ‘a knob which looked as if it could be used to turn on some part of the machine; but it was a mere ornament, not connected with the mechanism at all’.
It seems clear that Wittgenstein would say just the same about Marianna.  Maybe later discoveries can succeed in correlating her term ‘senso’ with various publicly accessible criteria.  But this doesn’t mean that the term had a meaning before that, when it was tied to nothing except Marianna’s inward gaze.
3 Bad for Phenomenal Concepts, or Bad for the PLA?
Let us assume that phenomenal concepts are indeed inconsistent with the private language argument.  There are then two ways to go.  We might take this to be bad for the private language argument.  Or we might take it to be bad for phenomenal concepts. 

As a number of my remarks will have made clear, I favour the former response.  I think that Marianna is indeed able to coin a term with a definite meaning as soon as she has had her new experience, and that Wittgenstein is therefore setting the bar for meaningfulness too high.
But I can see that there are things to be said for the opposite view that Marianna cannot have attached a definite content to ‘senso’ if there are no public standards to fix when this term is being used as she intends.  After all, what in her supposed dubbing could possibly have fixed reference to the specific category of seeing-something-red, as opposed to experiences of some broader or narrower colour category—or indeed to the general experiential category of seeing colour as such?  Without any public standards to decide these questions, it is at least arguable that ‘senso’ lacks definite meaning.

There is no question of resolving the right way to think about meaning in this short paper.  But perhaps it will be useful for me to sketch two very broad approaches.
On the first approach, judgement is constituted by rules.  You can judge that such-and-such insofar as you are sensitive to a rule governing such judgements.  There are many different ways of thinking about such rules of judgement, and many deep and difficult problems about their nature.  But all will agree that such rules require some kind of public checkability.  There must be some publicly applicable standards by which we can determine whether a subject is using the relevant terms in accord with their meaning.

Here is a quite different way of thinking about contentful judgement.  We have a stock of potential concepts that are designed to lock onto entities in our environment.  So, for example, when I am confronted with a horse I might take a potential animal species concept from the shelf, so to speak, and use this to form a concept that is locked on to the species: horse.  Nothing more is needed.  My ability to refer to horses does not involve rules of any kind.  I might be hopeless at recognizing horses, incapable of distinguishing them from zebras, tapirs, and so on—but even so I will be thinking about them if there was indeed a horse present on the occasion when I locked the relevant species concept on to a type of animal.  (Cf Millikan 2000.)
How on this view might I refer to an individual horse—Dobbin, say—rather than the whole species?  Well, I will have a different supply of potential concepts for individual animals as opposed to species.  And there will be a marked functional difference between the species concepts and the individual ones, lying in the kind of information I am disposed to attach to each.  If I see that Dobbin has an ear missing, I will infer that he himself will display this trait on other occasions, but I won’t infer that all horses will be similar.  On the other hand, if I see that a specific horse has hooves, I will indeed infer that all other horses have hooves.

More generally, I will have a shelf-supply of many different categories of potential concepts, each distinguished by the kind of information that I am inclined to attach to them.  For example, in addition to categories of potential concepts for species of animals and for individual animals, I will have similar categories for metals (generalize colour and melting point . . . but not shape . . .), individual humans (generalize languages spoken and eye colour . . . but not shirt colour . . .), trees (generalize leaf shape . . . but not branch shape . . .), book types (generalize word order . . . but not font), and so on and on.

And in this vein I would suggest that we have a ‘shelf-supply’ of potential concepts for types of experience, again distinguished by the kind of information we are disposed to attach to them (generalize how they can be manipulated . . . but not their temporal duration . . .).  When we first have a new kind of experience, we take a potential experience concept from the appropriate shelf, and lock it onto the type of experience at hand.  Nothing more is needed.  Reference is secured.   Marianna can think of Ф.  (For a bit more on this account of phenomenal concepts, see Papineau 2008).   
Of course there is much more to be said about these two alternative views of content.  I myself would start by saying that, even if the rule-based approach has the advantage of familiarity, the appeal to ready-made concepts avoids many of the persistent conundrums associated with ‘rule-following’.  Still, as I said, this is no place to embark on this large debate.  For now let me simply observe that the apparent ability of Marianna to think about her new experience is itself a strong reason to prefer the second way of thinking about content to the first. 
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�	 See Papineau 2002 Ch 1 and Appendix.


�	 Throughout this paper I will talk about the experience of 'seeing something red'.  I do not intend this to be understood factively, as implying a relation to some surface or anything else that really is red.  I just mean a visual experience as of seeing something red.  I hope I will be excused this small sacrifice of precision for readability.     


� Cf Nida-Rümelin 1996 1998.


�   Some philosophers deny that Marianna will gain any new knowledge on the grounds that her extensive scientific knowledge will enable her to tell directly which experience she having, without gaining any further information, via introspection and her scientific familiarity with the different kinds of reactions caused by differently coloured objects (cf Dennett 1992).  This suggestion is hostage to the disputable empirical assumption that each colour produces distinctive reactions of a kind that will be introspectively identifiable by Marianna using only her old concepts.  Moreover, even if this assumption is granted, it doesn’t eliminate Marianna’s new knowledge, so much as show that she has an extra means of access to it.  After all, it looks as if Marianna will form her new concept Ф immediately and automatically on seeing the paper—and at that point could well wonder is Ф caused by red things?  But it will presumably take her some time to answer this by noting her reactions and invoking her scientific knowledge—after all it may take her a few moments to remember which reactions are peculiar to experiences caused by red things.  So, when she does get the answer, it will tell her something she didn’t know a moment before—that is, it will give her new knowledge that Ф is caused by red things.


 


�  David Lewis was committed to the inconceivability of zombies (1966), as is Daniel Dennett (1992).  Among contemporary philosopher s, the only other such ‘a priori materialist’ I can think of is Frank Jackson himself.  Jackson used to argue for dualism on the basis of the Mary story together with the controversial semantic premises alluded to above.   However, he has now come to view dualism as untenable and so no longer upholds this two-part argument.   But rather than simply dropping the controversial semantic premises, he has come to query whether Mary gains any new ‘knowledge that’ after all (Jackson 2007).  It is odd that one of the very few philosophers who currently support this Lewis-Dennett line is the man who introduced Mary to the debate in the first place.


    






